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{papst, entezari, saukh}@tugraz.at, nstricker@ethz.ch

Abstract—Data sharing is crucial for building large datasets
which in return are essential for developing and training accurate
models in many contexts including smart cities, agriculture, and
medical applications. However, shared data may leak private
information, such as personal identifiers or location. Past re-
search provides evidence that solely removing these identifiers
through pseudonymization is not enough to ensure data privacy
protection, since even the pseudonymized data may still contain
information about the data provider. In this paper, we show
that sensor data may leak a sensor’s location even if the latter
is not explicitly shared. Sensors are localized by linking sensor
data with publicly available environmental data such as local
weather. The proposed localization method relies on a machine
learning model to predict weather data from sensor observations.
Subsequently, the localization algorithm determines the sensor’s
location from the predicted weather trace using Bayesian filter-
ing. We apply our approach to three real-world datasets where
we (1) localize an ozone sensor given its readings, (2) localize
a cow from activity parameters recorded with a tracker in the
cow’s reticulum, (3) localize solar panels based on their solar
generation data. The achieved average localization accuracy of
5.68 km, 19.91 km, and 13.68 km on the above tasks, respectively,
using data traces with a length of 365 days is remarkable. In
addition, we introduce a mechanism, referred to as teleport, to
protect location information in sensor data. The mechanism is
based on deep models and masks the location by replacing the
weather dependency with a different weather signature.

Index Terms—privacy, sensor data, localization, location pri-
vacy

I. INTRODUCTION

The plethora of data available these days is a major driving
factor for innovation. This data often resides in data silos
guarded and managed by various private and business parties.
Numerous communities promote data sharing through crowd-
sourcing, citizen science, data publishing, etc. to raise public
awareness and ensure transparency of public policies and deci-
sion making. Even though high-quality datasets evidently ben-
efit from data sharing, there are legitimate privacy concerns,
as pointed out in [1]. Moreover, a clear distinction between
data containing personal identifiers and fully anonymous data
may not always be possible [2].

Public datasets containing information about individuals are
usually pseudonymized, meaning that all unique identifiers
such as names, addresses, and identification numbers are
removed. Past research [3]–[6] provides evidence that solely
removing identifiers is not sufficient, since pseudonymized

data may still contain information about the data provider. E.g.,
data from a heart rate sensor inevitably contains information
about the activity and stress level of the person wearing it.
This information may be used to infer potentially sensitive
information and re-identify a person in a dataset.

Re-identification of a data provider is usually done by
linkage attacks. A linkage attack combines two datasets and
links similar or identical records with each other. For ex-
ample, individuals can be re-identified by linking a private
dataset with a public one. Several linkage attacks have been
successfully performed and reported in the existing literature.
Sweeny [3] linked a public voters register with pseudonymized
medical records of Massachusetts state employees to success-
fully re-identify some of those employees. Narayanan and
Shmatikov [4] linked the pseudonymized dataset of the Netflix
Prize1 with publicly available data from IMDB to re-identify
pseudonymized individuals in the Netflix dataset. The attack
was successful because records in both datasets were sparse
and in general dissimilar to other records in the same dataset.

Location privacy is particularly important when individuals
share their Internet of Things (IoT) data, e.g., energy consump-
tion, solar generation, or personal behavioral data. Even if no
location information is explicitly shared, it is still possible
to infer a sensor’s location from the shared data with high
certainty. We achieve this by combining measured sensor data
with data attributed to the natural environment the sensors
reside in, such as night and day cycles, seasonality, and local
weather. The latter is usually gathered by public authorities
and is publicly available, e.g., public weather data and high-
resolution spatiotemporal models for high-quality forecasts.
Deriving location information from sensor data, therefore,
becomes a question of the amount of shared sensor data, its
resolution, and accuracy.
Research questions. We consider an IoT sensor deployed
outdoors that is immobile or exhibits only very local mobility.
We assume the sensor’s owner is willing to share or publish
the sensor data but wishes to ensure that the sensor’s location
can not be inferred from the data and thus remains private.
In this paper, we address the following two questions: How
much location information does a sensor data trace of a
particular length leak? and How can we ensure location

1A competition for improving Netflix’s recommender system, 2007–2009.



privacy despite data sharing? To answer these questions, we
further assume that the sensor readings can be fully explained
by the process that the sensor measures and by the local
environment the sensor resides in. These assumptions are valid
in many monitoring applications relying on IoT sensors. For
example, citizens participating in crowdsourcing campaigns
to measure air quality, may not want their private addresses
leaked [7]. Farmers willing to share activity data of their
livestock to support the development of accurate predictive
health models may not want to disclose the farm’s location in
case research results would also find other artifacts in shared
data that potentially harms their business [1].
Contributions and roadmap. In this work, we exploit linkage
attacks on sensor data by combining them with publicly
available local weather information to localize a sensor. We
design a generally applicable pipeline, described in Section II,
to derive location information from a given sensor data trace.
In contrast to previous work on household localization from
energy traces [6], we rely on a machine learning model to
establish a relationship between sensor data and local weather.
The model predicts weather traces from sensor data. Then,
we use a Bayesian filter on the predicted weather traces to
localize a sensor. Section III presents the results of applying
the pipeline to three real-world datasets: (1) We localize an
ozone sensor from its measurements within a country and
achieve an average localization error of 5.68 km with a shared
data trace length of 366 days2. (2) We determine a cow’s
location from its activity sensor data measured over 365 days
with a tracker in the cow’s stomach. We achieve a remarkable
localization accuracy of 19.91 km on average within a country.
(3) Finally, an anonymously published solar radiation trace
over 365 days can be localized with an accuracy of 13.68 km
within a country. Subsequently, in Section IV, we propose a
method —referred to as teleport— to protect against location
re-identification. It uses deep learning methods to replace the
weather signature of the sensor’s location with the weather
profile at another, possibly distant, masked, or virtual, location.
We show that teleport hinders sensor localization from shared
data by exhaustive testing in Section V. The approach is
successfully applied to the three datasets mentioned above
and conceals the location of the data origin. We empirically
show that teleport keeps changes to the original data trace
minimal. In addition, we discuss in Section VI when location
protection in data is necessary as well as where and by
whom it should be done to increase the trustworthiness of
IoT devices. Section VII summarizes related literature and
Section VIII concludes this paper and outlines our future
research directions.

One main motivation to use our proposed method over
obfuscation methods such as encryption is, that the resulting
data is still usable and can be shared for further analysis.
We are among the first to link weather data with sensor
data measured with IoT devices. Moreover, we are the first
to propose a localization pipeline and a location privacy

2We used data from 2020, which was a leap-year.

protection method applicable to a broad range of use-cases.

II. LOCATING SENSORS FROM SENSOR DATA

This section presents a pipeline to localize a quasi-static
sensor from its sensor data. We first state our assumptions
and then give a step-by-step description of the pipeline.

A. Assumptions

The proposed approach is based on the following four
assumptions: (1) The sensors are quasi-static, i.e., the mobility
of a sensor is negligible compared to the size of the area
within which it is localized. (2) The sensor measurements
correlate with local weather parameters. In contrast to the pre-
vious works [5], [6] which leverage existing physical models
between the measured sensor readings and local environment,
we only assume the existence of a dependency between the two
and learn it from data using machine learning models. (3) The
above dependency is the only source of location information
leakage. This assumption ensures that there is no side channel,
other than the one assumed in (2) that may leak location
information either directly or indirectly. (4) Weather data and
IoT sensor traces known to the attacker are temporally and
spatially mapped.

B. Sensor Localization Pipeline

Figure 1 depicts a schematic overview of the proposed
pipeline. The pipeline consists of four steps 1©- 4©, discussed
in detail below, to perform sensor localization.
1© Private and public data. Let R be a region of interest

of size ||R||2. There are k weather stations in R that publicly
share all their data and locations thus making {wt, loct}1:k
where {wt}1:k ⊂ W and {loct}1:k ⊂ L available. Fur-
thermore, there are n private sensors in R that measure
weather-dependent processes such as air quality or activity.
We assume all measurements are taken periodically and thus
use a sequence of discrete-time steps t ∈ T . Missing values
and sampling interval heterogeneities are not regarded. We
assume an attacker has access to sensor data of n sensors and
their locations, thus knowing {st, loct}1:n with {st}1:n ⊂ S,
{loct}1:n ⊂ L. The dataset {st, loct}1:n may be privately
owned, shared with an attacker, or in some cases also pub-
licly available, e.g., air pollution measurements [8], [9]. The
attacker also receives a sensor data trace {st}X from an
unknown sensor X at an unknown location in R. Like the
n known sensors, the sensor X is also considered to be quasi-
static, i.e., the position of the sensor at any two points in
time p, q ∈ T with p 6= q satisfies ||locp − locq||2 < d for
some small distance d� ||R||1/22 . Can the attacker locate the
unknown sensor X solely from the shared sensor data trace?

For an illustrative example, we show in Figure 2 one year
of data from two solar sensors along with the temperature
development at both locations. The sensors are located 126 km
apart. One can observe an offset in the trend as well as
differences in daily variations which are also reflected in the
respective temperature values. These differences are important
to estimate the probable locations of both sensors.
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Fig. 1: A general-purpose pipeline used to localize an IoT sensor. Sensors are localized by linking sensor data with publicly
available environmental data such as local weather (steps 1©- 4©). We first need high-density and quality weather data for
the region of interest. Sensor and weather data are used to build a model H to map sensor measurements to their weather
signatures. H converts an unknown trace into its weather signature and a Bayesian filter estimates the most probable sensor
location.
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(a) Temperature measurements

0 50 100 150 200 250 300 350
0

50

100

150

200

250

300

350

400

Days

Sh
or

t-
w

av
e 

ir
ra

di
at

io
n 

(W
h/

m
²)

(b) Solar radiation measurements
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(c) Localization errors and confidence

Fig. 2: Localization performance on two sample solar traces taken at locations 126 km apart. (a) Daily temperature
measurements; (b) Daily solar radiation values; (c) Localization errors of the Bayesian filter over time and localization
confidence at the predicted location for two examples.

2© Weather map W . We construct a weather map W for
the region R from the public weather data {wt, loct}1:k.
Many sophisticated weather models are available to spatially
interpolate weather data from ground stations. Some of them
additionally utilize other data sources such as satellite images
or geographical landscapes. In our proof-of-concept imple-
mentation, we rely on Kriging [10]. Kriging, also known
as Gaussian process regression, is a geostatistical method
commonly used in geostatistics and remote sensing for interpo-
lating missing values [11]. It is also used in meteorology [12]
for interpolating temperature values and for localization in
wireless sensor networks [13]. We use Kriging to construct
a two-dimensional grid Wt of interpolated weather values at
time t from the public weather data. The area R is discretized
into x × y cells and the weather in each cell is interpolated
for t ∈ T time steps. This results in a sequence of weather
maps {Wt} ⊂ W . The sequence of weather maps is paired
with the sensor data {st, loct}1:n from the n sensors with
known locations by aligning the sampling times. At every
time step t and for each known sensor location {loct}1:n the
local weather {w̃t, loct}1:n is extracted from the map {Wt}.
Thus, the sensor data is paired with its corresponding weather
signatures {st, w̃t}1:n.
3© Mapping model H . We leverage the dependency between

sensor data and local weather parameters and learn a model
H : S → W to predict weather parameters from sensor
data. Our approach does not constrain the type of model
that is used. It can be a physical model or a data-driven
machine learning model. Choosing a suitable model depends

on the context, the domain knowledge about the dependency
of sensor measurements on local weather, and the amount of
data available to learn this dependency. Model H allows to
seamlessly transition from the domain of sensor values S to
the weather domain W . We employ H to convert the sensor
data trace {st}X from sensor X into its weather representation
{w̃t}X .
4© Localization algorithm. We use a Bayesian filter [14]

to identify the most probable location of sensor X from its
predicted weather trace {w̃t}X and the sequence of weather
maps {Wt}. In contrast to [6], where a database of pre-
computed weather signatures and correlations is used to find
the most probable location of the unknown trace, we rely on
Bayesian filtering, an influential localization algorithm [15].
This also allows us to examine the effect the sensor trace
length has on the localization accuracy. Location estimation
with Bayesian filtering is represented as a discrete-time system
described by the following equations:

Lt = f(Lt−1, ξt−1) and wt = H(st, ηt), (1)

where Lt represents the location probability of sensor X for
each cell in R at time step t, wt is the weather observation
at time t, ξt an i.i.d. random noise, and ηt the observation
noise. We use predicted weather data w̃t instead of unknown
measurements wt. The functions f and H are the process
and the observation models and are usually considered time-
invariant [15]. Since sensor X is quasi-static, the function f is
close to the identity function. The function H represents the
relationship between sensor measurements and local weather



given in the form of sequential weather updates {Wt} over
some time interval T . To estimate the posterior probabil-
ity Pr(Lt, w̃1:t), Bayesian filtering recursively employs two
steps: prediction and update. Since sensor X is quasi-static the
prediction step is trivial, i.e., Pr(Lt|Lt−1) ' 1. The likelihood
probability Pr(w̃t|Lt) is determined from a new observation
w̃t at time t and the observation model Wt and subsequently
used by the update process to adjust the prediction:

Pr(Lt|w̃1:t) =
Pr(w̃t|Lt) ·Pr(Lt|w̃1:t−1)

Pr(w̃t|w̃1:t−1)
(2)

The attacker can thus determine based on the sensor data trace
{st}X that the most probable location of sensor X is the one
with the maximum likelihood probability Pr(Lt|w̃1:t) given
the length |t| of the sensor time series.

Every weather trace is unique and depends on the local mi-
croclimate and landscape of the surroundings. Thus, a weather
trace implicitly contains information about the location where
the weather occurred, its origin. Since many sensor readings
and metrics depend on the local weather the sensor resides
in, the location information contained in the unique weather
traces is also reflected in sensor traces. By first predicting the
weather trace from the sensor trace, we can further predict
the location of the weather trace using Bayesian filtering. We
thus determine within which cell of area R the sensor is most
likely located.

Figure 2 depicts the results of the localization algorithm for
the two sample solar irradiation time series data spanning one
year. The most probable location determined by the algorithm
is close to the true location, as can be seen from the error
shown in Figure 2 (c). The localization accuracy of a sensor
is quantified with the L2 norm. The confidence of the estimate
increases over time.

III. LOCALIZATION PERFORMANCE

In this section, we evaluate the performance of the local-
ization pipeline on sensor data gathered in three real-world
scenarios. We construct the weather maps from measurements
of individual weather stations using Kriging and localize
sensors with Bayesian filtering.

A. Ozone Sensors in Switzerland

Scenario. We localize an ozone sensor based on its measure-
ments. In this scenario, an owner of an ozone sensor takes part
in a sensing campaign [7] and conducts ozone measurements
in the owner’s garden. The owner wishes to make the data
publicly available, yet wants to ensure the measurements do
not leak the sensor’s exact location.
Datasets. We use air quality data from Switzerland that is
publicly available for download from NABEL3, the national
observation network for air quality in Switzerland. The service
is run by the Federal Agency for Environment BAFU. The

3NABEL: https://www.bafu.admin.ch/bafu/de/home/themen/luft/zustand/
daten/datenabfrage-nabel.html, accessed: 2022-02-10
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Fig. 3: Localization performance for ozone sensors in
Switzerland. (a) A map of Switzerland showing the distribu-
tion of stations. Blue, grey, and red stations build the western,
central, and eastern groups, respectively, used to evaluate
the performance of teleport in Section V. (b) Localization
performance across all stations. The median localization error
after using half a year of data is around 5 km. Switzerland
is approximated by a bounding box with a size of 452 km ×
222 km.

Metric
Ozone data Cow data Solar data

Data Station Data Animal Data Station
split† split‡ split split split split

R2 0.98 0.94 0.99 0.97 0.98 0.96
MAE 0.47 0.96 0.32 0.62 0.51 0.96
MSE 0.90 2.60 0.49 1.61 0.74 2.25

AvgErr [km]? 5.68 20.68 19.91 41.60 13.68 34.86
MedErr [km]� 4.73 8.37 13.76 16.11 9.46 23.06

TABLE I: Evaluation of the mapping model H and the
obtained localization error for each dataset. ?Average
localization error after one year of data in km. �Median
localization error after one year of data in km. †Validation data
is selected by XGBoost during training. ‡A certain number of
stations are withheld from training and later used for testing.
The median error is significantly lower than the average error,
substantiating that the results contain some big outliers that
increase the average error.

dataset includes measurements from 15 stations4 consisting
of multiple collocated sensors measuring air pollution and
weather parameters. The temporal resolution is one day. In
total, this dataset consists of 5490 data records in the time
from 1.1.2020 to 31.12.2020.
Models. To learn the dependency between ozone and weather
data we use XGBoost [16] with 5000 estimators. Since we
only have data from 15 stations, we need to augment the real
data for the localization to function and teleport to work for all
locations. The data is augmented with traces from the kriged
map. Data augmentation was done by adding 8 weather and
sensor traces per station from the kriged map to the training
set. Those 8 traces surround the original stations. We thus
added 120 virtual stations to the dataset. Kriging is a geospatial
Gaussian Process Regression, hence kriged traces close to

4The dataset originally consisted of 16 stations, but we had to remove one,
since it was located in a high alpine setting and including it degraded the
performance of the model.

https://www.bafu.admin.ch/bafu/de/home/themen/luft/zustand/daten/datenabfrage-nabel.html
https://www.bafu.admin.ch/bafu/de/home/themen/luft/zustand/daten/datenabfrage-nabel.html


(a) Ozone (b) Cows (c) Solar

Fig. 4: Model H accuracy for all datasets. Scatter plots show
real vs. predicted temperature on the test set for ozone, cow,
and solar radiation datasets for data split.

the origin are similar to the original trace but sufficiently
different to add additional information. During training, we
leverage this similarity for data augmentation by using this
data as additional training data. We trained the model with
two different approaches for splitting the data: a data-based
split and a station-based split. In the data-based split, we
split the whole data into 70% training data and 30% test
data. This means that training and validation data can come
from the same station, albeit for different timestamps. In the
station-based split, we split stations (real and virtual) into
70% training data and 30% test data, meaning that we use 95
stations for training and 40 stations for validation. For each
station, data for a whole year is used for training or testing.
For further evaluation and analysis, we use the model trained
with data split and evaluate it on the dedicated test data. The
performance of both splits is shown in Table I.
Localization accuracy. Switzerland is approximated by a
bounding box with a size of 452 km × 222 km. We discretize
the area into 200×100 cells with a cell size of 2.26 ×
2.22 km. We chose this grid size since it provides a good
trade-off between accuracy and performance. Since sensors
can only be located within a cell, smaller cells enable finer
localization, yet smaller cells also increase the number of cells
and therefore the potential for a wrong localization. The data
used for localization is aggregated on a daily basis, a finer
temporal resolution might increase the localization, but for
our proof of concept, this is sufficient. The maximum length
of sensor traces and therefore also localization is 366 days.
Figure 3 presents the localization results for all stations for
different durations. After 7 days of sensor data, the median
error is around 10 km and gradually decreases the longer the
localization is run. After half a year of data, the median
localization error drops down to 5.5 km, after a full year of
data the median localization error reaches 5 km.

B. Cow Activity Traces in Austria

Scenario. We consider a scenario that is critical in agricultural
settings and as of today presents a barrier to technological
developments in the field [1], [17], [18]. Farmers wish to
share activity data of their cows to support the development
of accurate predictive health models, but they do not want to
disclose the farm’s location nor indirectly leak this informa-
tion. Activity data indicates how much a cow is moving and

can therefore be used as a proxy for the wellbeing of a cow,
e.g., low activity may indicate that a cow is sick.
Datasets. All parameters related to cow activity are mea-
sured with battery-operated sensors deployed in the cow’s
reticulum. Measurements are performed with gyrometers and
accelerometers. Based on these measurements an index that
indicates how much the cow is moving, is computed. The
dataset is proprietary, but we release the code for training5.
The dataset consists of 185 animals from 71 farms located
throughout Austria and South Tyrol. The raw data has a
temporal resolution of 10 minutes and the dataset covers the
year 2019. We aggregate the data in daily averages. Our
complete dataset comprises 67,525 data records. Weather data
is broadly publicly available as a set of point measurements,
e.g., we use the data from MERRA-26 which has a temporal
resolution of one hour and also aggregate it to daily averages.
Models. To link cow activity patterns with weather data, we
train a model with XGBoost [16] with 5000 estimators. Our
model predicts the ambient (outside) temperature from the
cow’s activity data and the day of the year. Also for this
dataset, we use two different splits for the data: a data split
and an animal-based split. For the data split, the whole data
set is split into 70% training and 30% test data. For the animal
split, we split the total number of animals into 70% training
data and 30% test data, so that we use the data from 130
animals for training and from 55 animals for testing. We use
the data of a whole year for each animal. The performance
of the models is shown in Table I. For the evaluations in the
following sections, we use the model trained with data split.
We do not have to augment the cow data, since we observe
that data from 185 cows is sufficient for localization.
Localization accuracy. We apply our localization method in
Austria and South Tyrol stretching from 46°N, 9°E to 49°N,
17°E (see Figure 5a). The area is approximated with a rectan-
gle of size 904 km × 333 km7 and discretized into 200×100
cells with a cell size of 4.52×3.33 km. While choosing a finer
grid size would in theory increase the localization accuracy, in
practice this improvement is immaterial since the geospatial
granularity of this dataset is at the ZIP code level. The overall
achieved average localization error for the entire dataset is
merely 19.91 km.

A more detailed evaluation for western and eastern farm
groups is presented in Figure 5 and the division into western
/ central / eastern farms is shown in Figure 6a. Figure 5b
depicts the error for farms in the western part of Austria and
Figure 5c shows the error for sample farms in the eastern part
of the country. Each box plot shows an error distribution for
20 runs of the localization algorithm with randomly chosen
start times of shared data (except for 365 days, which is the
maximum length of our data). Higher localization accuracy is
observed for farms in the eastern region of Austria as opposed
to the western. The performance of the linkage attack depends

5https://github.com/CPUFronz/iot sensor teleport
6https://gmao.gsfc.nasa.gov/reanalysis/MERRA-2/, accessed 2022-02-10
7Curvature of the Earth was not taken into account due to the small country

area.

https://github.com/CPUFronz/iot_sensor_teleport
https://gmao.gsfc.nasa.gov/reanalysis/MERRA-2/
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(a) Map of Austria showing the density of farms
per province in the cow dataset.
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(b) Localization error for animals from farms
in the western group.
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(c) Localization error for animals from farms
in the eastern group.

Fig. 5: Data distribution and localization performance for the cow activity dataset. (a) We have more data from the
eastern part of Austria. Our proposed pipeline performs better for cows from the east, as seen in (b) and (c). Western / central /
eastern farm split is shown in Figure 6a. (b) and (c) show the localization accuracy for sample farms in the western and eastern
farm groups. The western region contains more mountains and farms are on different altitude levels which impacts the model
performance. These characteristics increase localization errors for this region. The eastern region contains more flat areas and
more training data thus localization works better. Each box plot shows an error distribution for 20 runs of the localization
algorithm with randomly chosen start times of shared data (except for 365 days, which is the maximum length of our data).

(a) Map of Austria.

7 14 31 90 180 365
0

10

20

30

40

50

60

70

80

Days

Er
ro

r 
(k

m
)

(b) Localization performance

Fig. 6: Localization performance on the solar radiation
dataset. (a) Solar radiation measurement stations in Austria
split into western / central / eastern groups. (b) The median
localization error for all stations after using half a year of data
is around 7 km. Austria is approximated by a bounding box
of the size of 903 km × 333 km.

on the quality of the model we use for predicting weather data
from activity data and the accuracy of the weather information
in the area. The western region of Austria is characterized by
high mountains and has a low density of weather stations. Both
contribute to Kriging leading to large weather interpolation
errors. Conversely, we have more training data from eastern
Austria and the farms in this region are located in flatter areas.

C. Solar Radiation in Austria

Scenario. We consider the scenario described in [6] where
solar radiation traces corresponding to PV-generated energy
are shared with the service providers. The authors argue that
such data largely correlates with the weather, e.g., temperature,
wind speed, and cloud cover. Since every location on earth
has a distinct weather signature that uniquely identifies it,
sharing such data represents a serious privacy threat, but
also a potentially useful tool for researchers working with
anonymous smart meter data.

Datasets. We evaluate this use-case by using solar radiation
traces and weather data originating from the same MERRA-2
dataset used in the previous section. Thus, the dataset com-
prises collocated solar radiation and weather measurements
from 71 stations. The temporal resolution of the data is one
hour, which we aggregate into 24-hour averages. To enrich the
training data for training a model with a high spatio-temporal
resolution, we have to use data augmentation. We follow the
same approach as we used for the ozone data. Instead of
adding 8 new points surrounding each station, we add only
2, one west and one east of each station. We, therefore, add
142 new stations and have a total of 213 stations.

Models. The model for linking temperature and solar traces
was also trained with XGBoost [16] with 5000 estimators.
Our model predicts the outside temperature from the surface
incoming shortwave irradiation in Wh

m2 and from the day of the
year. We again split the data by randomly choosing the data
points – 70% for training data, 30% for test data – for the
whole data set. We also split the data based on stations (real
and virtual) into 70% training data and 30% test data, using
150 stations for training and 63 stations for testing. For each
of these stations, we use a whole year of data.

Localization accuracy. The area of Austria is approximated
with a rectangle of size 904 km × 333 km and discretized
into 200×100 cells as described in the previous section.
Table I shows the achieved average localization error which
is 13.68 km for data split. An evaluation of the localization
for different durations is shown in Figure 6. After half a year
of data, the median localization error drops to around 7 km.
This is close to the localization error of 5.12 km reported in
[6] which was achieved on a solar radiation dataset featuring
a significantly higher density of stations.



IV. PRESERVING LOCATION PRIVACY IN SENSOR DATA

In this section, we propose a deep learning-based archi-
tecture to preserve location privacy in a shared data trace
{sA} from sensor A. The main idea is to replace the weather
signature from location locA in the shared sensor data trace
with a weather profile of a different location locB . We
introduce the procedure by first describing the selection of
the target weather profile in 1©, followed by our novel deep
teleport model detailed in 2© and 3©, which implements the
replacement of the weather signatures, i.e., virtually relocates
the sensor X from locX to locY .

The general idea behind the teleport method is inspired by
face swapping [19], an image-based algorithm used to replace
the face in a reference image with the facial shape and features
of an input face. This algorithm modifies certain features of the
original data with respect to the data it was trained on, while
still maintaining certain characteristics of the original data. We
use this approach to replace the weather signature of the sensor
data trace with the weather signature of a different chosen
location while maintaining location-independent features of
the original data This approach is favorable over approaches
where the data trace is obfuscated or trivially replaced because
the data still has similar characteristics to the original data
trace.
1© Choosing relocation position. The sensor data may not

need location protection and so there may be no need to
introduce privacy-protective distortions to the data. This is
addressed in Section VI. In this section, we assume that
location privacy needs protection. To ensure sensor A can
not be located at its true location locA from shared data,
we suggest relocating the sensor to another location locB by
adjusting the respective weather dependency. The choice of the
target location locB depends on the requirements on privacy
and data utility. The closer the weather profile {wt, locB}
at locB is to the original signature at locA incorporated in
the sensor data {sA, locA}, the higher is the inherent data
utility. For example, the choice of locB may be guided by
the methods used to hide a user’s location in the context of
location-based services [20]. In that context, the user’s location
is protected within a radius r with a level of privacy that
depends on r and relies on a generalized version of differential
privacy [21], [22]. Although it is conceivable to replace the
weather dependency at locA with a constant profile, e.g.,
measured in a climate chamber, the utility of the modified
data may substantially decrease. For example, ozone values
are highly correlated with temperature and become useless if
this dependency is removed.

To demonstrate the effectiveness of our method, we choose
two regions A and B to be as far apart from each other as
possible. Therefore, we use the westernmost and easternmost
locations in the original dataset.
2© teleport model training. The model used for teleport

is similar to an autoencoder-based model for face swapping
[19]. Models for face swapping are used to put the face of
person A onto the head of person B (or vice-versa), while

Teleport: Training

Teleport: Inference

ENCA LAT DECA ENCA LAT DECB

ENCB LAT DECB ENCB LAT DECA

ENCA LAT DECB ENCB LAT DECA

Fig. 7: Training and inference of the teleport model. The
model is used to relocate a sensor by replacing its weather
dependency in the area of interest A with the one from a new
location within area B. The model consists of encoders and
decoders of the two autoencoders A and B and a shared latent
space LAT . During training, each autoencoder is trained on
the same latent space LAT with its respective encoder/decoder
(ENC / DEC) and also with the encoder and decoder of
the other autoencoder. E.g. ENCA is trained with DECA
and DECB . As shown in the loss function, when training
an encoder on the opposite decoder, it is multiplied by β.
This regularizes the predictions for inference and ensures that
the predictions are not distorted. The loss is computed using
the mean-squared error function. During inference, ENCA is
used with DECB and vice versa, to “teleport” the input trace.
DECB interprets the output of LAT from the input given to
ENCA as it would be in area B and thus returns a trace with
the same location characteristics as in region B.

still preserving identifiable features of person B’s head e.g.,
hairstyle or glasses. We use this concept to change weather-
related features of a sensor trace with the weather-related
features contained in a data trace at a different location while
keeping the remaining features approximately in line with the
original trace. The teleported trace can then be publicly shared,
with a reduced risk of unintentionally leaking its true location,
which is considered a private feature in our scenario.

The model consists of two autoencoders A and B, which
share the same latent space LAT . The encoders consist of 3
layers with 128, 32, and 16 neurons, the decoders also consist
of 3 layers with 16, 32, and 128 neurons. The latent space
LAT has one layer with 8 neurons. We denote by L(·, ·) the
autoencoder loss which evaluates the similarity between input
and output traces. As Figure 7 shows, we use two autoencoders
during training. In addition, we also have to train the encoder
of A together with the decoder of B and vice-versa. This
is done to regularize the prediction when using the encoder
of one autoencoder with the decoder of the other. This is
important such that highly distorted outputs when using the
encoder of one autoencoder with the decoder of the other
autoencoder are avoided. We use the hyperparameter β to



control the regularization strength. This hyperparameter can
have a value between 0 and 1, and we found that β=0.1 gives
the best performance.

The teleportation is done by using the encoder of autoen-
coder A with the decoder of autoencoder B on the same latent
space LAT . By using DECB on the output of LAT from
ENCA, the decoder interprets the input equivalently to input
from area B, and thus during decoding the location character-
istics of A get replaced with the location characteristics from
area B.

To locate teleported traces, we use the localization models
H , as mentioned in Section III, trained with data split. We use
data augmentation described in Section III to ensure teleport
works for all points on the map, including those predicted by
Kriging.
3© teleport inference and relocation. Figure 7 (bottom) illus-

trates what happens during inference. We apply the sensor data
encoder ENCA to the input data sA to obtain its representation
in the latent space LAT . Then, this representation is decoded
using a decoder DECB trained for locations in the target region
that have a different set of weather profiles. The resulting
teleported trace sab′ can then be shared.

Since the distances between the latent representations for
regions A and B are aligned by minimizing the joint loss
during training, teleport maps the input trace to the closest
trace within a different area. Thus, only the weather-dependent
information is updated and the weather-independent represen-
tation is kept as close as possible to the values provided in
the original trace. The method preserves data utility despite
transforming the data.

V. EVALUATION OF PRIVACY PROTECTION

This section evaluates the teleport method on all three
datasets introduced in the paper and evaluates the privacy
versus utility trade-off by quantifying the introduced privacy-
protective distortions. We thus compare the original sensor
values to the teleported ones. For all three datasets, we
consider teleporting traces from the eastern part of the map to
the western part and vice versa.

A. Teleport Model Quality

We first evaluate the teleport model quality and present
sensor localization results using the same localization pipeline
as described in Section II but after we have teleported a
sensor to a new location. We then provide examples to visually
compare the data before and after teleport has been applied.

We train the teleport model using 70 % data for training and
30 % data for test using data split. The obtained performance
results of the teleport training are summarized in Table II.
The provided MAE measures are normalized in order to be
comparable. Thus, they are relative to the measurement units
and range of the output signal. We chose MAE as a metric
since we are interested in the absolute difference between
the original and the teleported trace. Ozone measurements are
given in µg/m3 and usually vary between 0 and 100µg/m3.
The cow activity is given as an activity indicator greater than

Metric Ozone data Cow data Solar data

MAE (sensor AE) 0.025 0.058 0.013

TABLE II: Evaluation of the teleport model on all datasets.
Normalized MAE achieved by autoencoders on all datasets.
The MAE is computed from the normalized difference of the
teleported trace and the original trace.

zero with 75 % of values in the narrow band between 3 and
4. Solar measurements are between 8 and 400 Wh/m2.

Below, we first visually inspect the teleport model perfor-
mance by showing sample traces from each dataset. Then, we
leverage the east and west split to teleport the trace from one
group to another and evaluate the increase in the localization
error and the amount of distortions added to the data trace by
teleport.

B. Data Similarity After Teleport

Our location privacy protection method using teleport intro-
duces distortions to the original data. In Figure 8 we show a
data trace sA at location A (chosen in the eastern group) before
and after teleport to a location B in the western group at least
110 km away for Switzerland, respectively 126 km for Austria,
for each dataset. We compute the mean absolute error (MAE)
for the normalized data to quantify the similarity between
the sample traces and their teleported traces. The achieved
MAE is 0.031, 0.064, and 0.051 for the ozone, cow, and solar
radiation datasets, respectively. We observe that due to a strong
correlation between ozone and local weather teleport has to
add significant distortions to the original data to hide a sensor’s
origin (see Figure 8a). The results obtained for the cow dataset,
visualized in Figure 8b are different: the cow activity after the
teleport sAB′ keeps some features of the original data sA,
the correlation between the original and teleported trace is
0.781. The data s′AB is significantly different from activity sB
of another cow at the target location B. On the one hand, the
data is highly non-linear, and therefore the localization quality
of the model H is rather low and thus only a minor correction
by teleport is expected. Localization of a cow is also more
difficult than of an ozone sensor, and thus a small correction
is sufficient to hinder localization. We confirm this statement
with Figure 8b. The teleported solar trace looks very similar
to the original data, as shown in Figure 8c. This is due to
a generally high correlation among solar traces, all following
the area-specific daily and nightly patterns. Therefore, small
distortions are sufficient to prevent accurate localization.

C. Localization After Teleport

To evaluate the teleport performance, we choose a target
region B and teleport all subjects i in a dataset from their
origin Ai into the target region B. We evaluate localization
performance after teleport by computing the distance after
teleport to its original location. The results for all three
datasets are presented in Figure 9. In these plots we show 5
box plots: 1.) distances between all stations on the west and the
east 2.) localization errors for localization using the original
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Fig. 8: Data similarity before and after teleport for a sample trace chosen in each dataset. Achieved similarity 0.994,
0.781, and 0.998 measured as the relative root-mean-square error between original and teleported data for a sample trace in
each dataset, respectively.
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Fig. 9: Localization performance before and after teleport for IoT sensors in three datasets. In each plot, we show
the average distance between considered pairs of sensors in the west and east groups followed by the average localization
accuracy before and after teleport. Teleport increases localization errors significantly, preventing localizing modified traces.
The localization error increases as follows: (a) up to 92.3 % for ozone data; (b) up to 86.8 % for cow data; (c) up to 83.8 %
for solar data.

trace for stations in the west 3.) localization errors for stations
after teleporting from the west to the east 4.) localization errors
for localization using the original trace for stations in the east
5.) localization errors for stations after teleporting from the
east to the west. For all three data sets, the error after teleport
is significantly higher than with the original trace. The average
localization error after teleport for ozone data is 97.49 km for
teleporting from west to east and 114.2 km for teleporting from
east to west. For cow data, it is 167.29 km for teleporting
from west to east and 127.19 km for teleporting from east to
west. For solar data, it is 68.46 km for teleporting from west
to east and 37.58 km for teleporting from east to west. Note
that the performance for solar data is slightly worse, this is
due to the solar irradiation data being aggregated daily. Since
this aggregated data is quite similar for all stations, it is more
difficult to remove the location-dependent characteristics.

D. Location Privacy and Data Utility
Data utility is usually task-specific and stands in conflict

with data privacy. Since many tasks process time-series sensor
data, e.g., for context analysis or event detection, evaluating
rolling averages over gathered sensor data, we use these simple

functions to evaluate the change in data utility compared to
the increase in privacy. The latter is captured by teleporting a
sensor to a location on the opposite side of the map than the
sensor’s true location. Figure 10 depicts the relative change
to the normalized mean absolute error of the teleported trace
compared to the original sensor values for all three datasets.
The results for the east and west groups of sensors are shown
separately. When compared with Figure 9, it also shows that a
higher MAE corresponds with a higher localization error after
teleport.

VI. DISCUSSION

The established prospect of sensor localization based on
sensor data by leveraging a sensor’s dependency on the local
environment requires a dedicated discussion of regulations and
the necessity of privacy protection mechanisms. The key points
in this context are addressed below.
Regulations. Location privacy protection for cattle and ozone
data is not required, since this data is not considered sensitive
information either under GDPR [23] or CCPA [24]. The
datasets were used solely to show that sensor localization
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Fig. 10: Utility drop in the location privacy-protected data using teleport. We evaluate differences of sensor traces before
and after teleport by computing the mean absolute error for normalized sensor traces. For all data sets the MAE for both east
and west is rather similar and low.

and location privacy protection are feasible. Nevertheless,
there are obstacles to sharing cattle data, since these may
contain information that belongs to a trade secret of the
farmers. Therefore, localization of sensor traces should be
prohibited [1], [17]. Solar radiation traces can be put in the
context of smart meter data, data that holds economic value
and is shared and sold in a pseudonymized form. Chen and
Irwin [6] show that localization of pseudonymized traces
reveals the customers’ private information - their address.
The obtained results should spark questions whether the same
problem also exists in sensitive datasets gathered with fitness
trackers [25], smartwatches, smart rings, and other wearables
and IoT devices.
To teleport or not to teleport. If sensor readings only weakly
correlate with their local environment, localization errors may
be significant. For example, in this paper, we obtain an average
accuracy of 19.91 km when localizing a cow in Austria. When
does the data require privacy protection? The answer to this
question depends on the rarity of the observed object and
the desired privacy versus utility trade-off best suited for the
target application scenario. E.g. farms that are big enough such
that they use sensors for monitoring their cows are rather
rare, and thus can relatively easy be identified in a 20 km
radius. Deep models required to preserve location privacy
add unknown errors to sensor data. Although they attempt
to minimize the added distortions when teleporting a trace
to another location, inaccurate predictions may result in an
inaccurate target weather profile and lead to unexpected and
random localization results. Even though location privacy is
therewith ensured, data utility may suffer significantly from
the introduced model errors.

Whether to teleport or not to teleport also depends on what
kind of application the shared data is used for. E.g. when
studying the relation between cow activity and milk yield,
location information of the animal is not necessarily needed.
Responsibility. The large datasets required to learn a mapping
H between environmental parameters and sensor measure-
ments are often private, i.e., hosted by IoT device manufac-
turers or service providers. For this reason, it is ultimately in

the hands of the manufacturers and data providers to ensure
location protection mechanisms are in place.
Edge computing. Given a trained teleport model and real-
time information on the weather at a target location, location
privacy could and should be protected locally at the edge.

VII. RELATED WORK

The scope of this work lies in the intersection between
side-channel leakage in privacy-preserving data analytics and
privacy for IoT.
Privacy leakage through weather data. The line of work
closest to ours is a series of publications by Chen [5], [6], [26],
[27], who investigated privacy threats arising from combining
weather data with energy data. The SunSpot [5] system
identifies a solar panel’s location from its energy generation.
First, the peak of solar generation is used as a proxy for solar
noon. From the solar noon and its properties, the solar panel’s
longitude is inferred. Then SunSpot deduces the latitude from
the time of sunrise to sunset represented by the duration of
solar generation. After a region of interest is found, SunSpot
uses image-processing on Amazon’s Mechanical Turk8 to find
candidate homes with visible solar panels. Finally, filters are
applied to prune this set of homes. Weatherman [6] expanded
on this idea to localize a data source based on energy con-
sumption, wind, or solar generation data. It utilizes a physical
model that correlates energy consumption, wind, and solar
generation data with specific weather metrics: temperature,
wind speed, and cloud cover. From the model a weather
signature is generated which is used to find a location that
best matches this signature. The localization is accurate up to a
16.8 km radius for energy consumption data and up to 9.84 km
and 5.12 km for wind and solar generation data, respectively.
The localization only requires time-series data with a one-hour
resolution.

In contrast, our work extends the results to sensor data
measured with IoT devices. Our approach leverages any model
capable of capturing the relationship between sensor measure-
ments and local environmental parameters. In addition, we

8https://www.mturk.com/, accessed 2022-02-10

https://www.mturk.com/


propose a mechanism to protect location privacy in sensor
data.
Privacy leakage in other data sets. Leaked private infor-
mation in datasets can be used to identify individuals in this
dataset. In 1997 Sweeney [3] identified individuals by linking
a pseudonymized medical dataset with a public database. She
found William Weld, who was the governor of Massachusetts
at the time, in the data set just from his birthdate, gender,
and postal code [28]. Building on that work, Narayanan and
Shmatikov [4] were able to de-anonymize users by linking
publicly available data from the Internet Movie Database with
a pseudo-anonymized dataset from the Netflix Prize. This
brought a lot of attention to the issue in the larger area of data
analytics. A more recent paper presented a framework that
offers an application-specific mechanism to protect privacy
using generative adversarial networks [29]. The approach
requires a target application to modify the data and remove
sensitive attributes which can be inferred by machine learning
algorithms. The key difference to our approach is that the
knowledge of the target application is not required by our
method; only location-dependent information is being updated
by the teleport.
Re-identification in location privacy. Massart and Stan-
daert [30] introduce a framework for analyzing location pri-
vacy leakage. The framework puts a special focus on re-
identification attacks, where an adversary tries to re-identify
pseudonymized individuals in a database using leakages. An
attacker is able to continuously collect leakages over time. The
authors distinguish between internal and external leakages.
Internal leakages come from data already collected in a
database, while external leakages stem from new observations.
Privacy attacks with internal leakages become more difficult
when the size of the database increases, while attacks with
external leakages become easier with a growing database.
IoT privacy and location-based services. Due to its ubiq-
uitous nature, privacy is an important topic for IoT. Poram-
bage et al. [31] give a general overview of privacy issues in
IoT and discuss privacy-by-design, an approach for addressing
privacy at software design stages. A survey by Chen et al. [20]
about robustness, security, and privacy for location-based ser-
vices provides an overview of the special issues and challenges
regarding privacy for location-based services. They point out
that for location-based services it is necessary for users to
share their location or stop using the service. Homomorphic
encryption [32] is stated as a possible solution, but it is
computationally expensive [33] and therefore not feasible in
practice, especially in the IoT context. Currently, there are
no practical general solutions for privacy-preserving location
services, existing solutions are tightly coupled with the use-
cases. Because location-based services are becoming more
widespread, the authors see a demand for new solutions in
this field. Perera et al. [34] discuss big data-related issues of
IoT applications including severe privacy issues. The authors
also state that privacy concerns are a barrier to the widespread
adoption of IoT devices.

Privacy leakage can also happen through sensory data

without a device explicitly sharing its GPS position.
Liang et al. [35] propose a method to infer a user’s location
by just relying on data collected by the accelerometer and
gyroscope of the carried mobile device. This approach works
because most people have relatively stable life patterns in their
daily life. As opposed to this approach, we demonstrate that
the location can be inferred from sensor data that is not limited
to the accelerometer and gyroscope measurements. Moreover,
we provide location privacy protection when sharing sensor
data.
Differential privacy for location data. Differential privacy
for statistical databases was introduced by Dwork [21] in
2006. The basic idea is that when collecting data, one is
more interested in statistical evaluations of that data than in
specific data records. Rather than a specific algorithm for
preserving privacy, it is a formal guarantee that the difference
between databases D and D′ that share all but one record
is not bigger than eε. If this is true for all records, the
database is differentially private. This implies, that the larger
the database, the more privacy it offers to its users. To
achieve differential privacy in practice, Laplacian noise is
usually added to the results of a query. Andres et al. [22]
build upon differential privacy and extended it to location-
based services. They introduce geo-indistinguishability, which
considers privacy within a radius. The privacy of an area is
denoted by a level εr. The larger the radius r, the bigger the
privacy level for an individual. Xiao and Xiong [36] added
a temporal dimension to location-based differential privacy.
Movements over time strongly correlate with the location of an
individual. When a random point is selected from a perturbed
location, it is possible to infer the route of an individual and
his current location. To prevent this, they introduced the δ-
location set, a privacy definition based on differential privacy,
which takes temporal correlations in location data into account.
Both above approaches adopt differential privacy to location
data and perturb the location of a mobile user. In contrast,
we have a set of quasi-static sensors and the measured sensor
data varies over time. Therefore, the above approaches are not
applicable to our scenario. Adding noise to sensor data may
not necessarily distort long-term seasonal changes that may
leak location information.
Transfer learning and domain adaptation. Transfer learn-
ing [37] promises to light-retain a model in order to adapt
the parameters to a changed setting. Existing literature dis-
tinguishes different approaches to transfer learning including
instance transfer, feature representation transfer, parameter
transfer [38], and relational transfer [37]. For example, to
transfer the knowledge from one domain with sufficient multi-
modal data and labels to a new domain, Wei et al. [39] propose
a method to learn semantically related dictionaries from a
source domain, and simultaneously transfer these dictionaries
and labeled instances to the target domain. Domain adaptation
is closely related to transfer learning and represents the case
when only the labels for the source domain are available but
not for the target domain [37]. The teleport model introduced
in this paper is related to transfer learning approaches, yet



requires replacement of the particular part of knowledge
acquired in the source domain with the knowledge in the target
domain while keeping the rest of the signal. This is a different
problem that requires a radically new approach introduced in
this work.

VIII. CONCLUSION AND FUTURE WORK

We demonstrate that a sensor can be located by linking
sensor data with public weather data. We propose a local-
ization pipeline leveraging machine learning models to map
sensor data to local weather parameters, and a Bayesian filter
to localize the sensor when sensor data over a prolonged
period of time is provided. We show the feasibility of the
proposed approach using a set of ozone measurement stations
in Switzerland, a dataset of cow activities, and a solar radiation
dataset in Austria. We achieve average localization accuracies
of 5.68 km, 19.91 km, and 13.68 km on the above datasets,
respectively, using data traces with a length of 365 days. Since
sensor localization is possible even for short data traces, sensor
data pseudonymization raises questions about popular modern
activity trackers, such as fitness trackers or smartwatches. Like
animal activity, human activity correlates with the weather,
seasonality, light, and other environmental patterns that portray
significant spatial variability. How much location information
is leaked by exclusively sharing activity data? Localization
accuracy greatly depends on the length of the shared data and
our ability to build accurate predictive models that establish a
relationship between sensor data and environmental patterns.

This paper provides a mechanism to protect location privacy
by using a teleport model which is based on the idea of the
known face swap deep model, to virtually move a sensor to
a remote location. We show that the proposed method works
well on real data. The drop in data utility depends on the
properties of the dataset and can be minimized if the target
location is carefully chosen, or by trading off privacy and
utility.

In the future, we plan to leverage the trained models describ-
ing the dependency of the sensor data on weather parameters
in the context of outlier detection, filling in missing data, and
generating realistic yet synthetic sensor traces. Furthermore,
we will look into fusing multiple sensors from different regions
to improve localization accuracy.
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