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ABSTRACT
Air quality is of vital importance to human health. Accurately pre-
dicting air quality, especially its sudden changes, is highly valuable
for citizens and governments to make personal and local decisions,
design intelligent policies and control pollution at minimal cost.
However, none of the existing methods achieves sufficient predic-
tion accuracy for time intervals of sudden pollution change due to
inability of existing models to take into account pollution propa-
gation between different areas caused by air mass movement. For
the first time, we consider pollution transfer in the context of short-
term air quality prediction and propose to use air flow trajectory
data, widely used in environmental sciences, to represent pollution
transfer patterns between different locations. By learning trajectory
representations, measurement location embedding vectors, and inter-
relationships between local weather at relevant locations, we propose
a new attention based seq2seq model to track pollution propagation
for accurate air quality prediction. We evaluate our model on datasets
from Beijing area and compare the results to several state-of-the-art
baselines. Experiments show that the proposed approach can suc-
cessfully capture pollution transfer patterns between different sites
in the area. Our model outperforms all the baselines and decreases
prediction errors by 9.6% to 22.4%. The method allows interpreting
prediction results visually and analytically.
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1 INTRODUCTION
Air quality is of vital importance to human health. Medical studies
have shown that 𝑃𝑀2.5 (particulate matter of diameter less than 2.5
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Figure 1: Prediction challenge: Shaded areas show time periods
of sudden pollution change that appear difficult to handle by the
state-of-art prediction methods leading to high errors.

micron) can be easily absorbed by the lungs, and prolonged expo-
sure to its high concentrations may lead to respiratory impairments,
blood diseases and neuro developmental disorders, such as autism,
attention deficit disorders and cognitive delays [8]. Air pollution is
also found to have a negative effect on the cognitive functions in
elderly adults [32].

In the context of current pandemic, recent studies show that long-
term exposure to 𝑃𝑀2.5 and NO2 increases our susceptibility to
SARS-CoV-2 [13, 19] and contributes to higher fatality rates [29, 37].
There is also a worrying evidence that the virus can be found in out-
door particulate matter [33]. Therefore, accurate air quality predic-
tion, especially forecasting 𝑃𝑀2.5 concentrations, is an effective way
of protecting public health by providing an early warning against
harmful air pollutants [2]. For example, air quality in Beijing can
sometimes change from a good to an unhealthy level within a few
hours due to pollution transfer from sources outside of the city,
which is referred to as air quality sudden change. Being able to pre-
dict such sudden changes is vital to inform people and governments
for decision making, but very difficult to achieve due to sparsity
of air quality monitoring observations and the underlying complex
evolving environment [41].

As reported in the recent literature [22, 25, 38, 39, 41], sudden
change predictions are challenging and cause high prediction errors.
For example, for one of the 35 public air quality stations in Beijing,
the mean value prediction for the next 19 to 24 hours is shown in
Fig. 1. We choose two state-of-art methods to perform the prediction
task. Both methods take past air quality measurements and weather
information in Beijing as input to compute a short-term prediction.

https://doi.org/10.1145/3460418.3480400
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We can observe that the overall mean absolute error (MAE) achieved
by the state-of-the-art methods GeoMAN [22] and MGED-Net [39]
is 22.4 and 20.2 respectively. However, both methods exhibit high
prediction inaccuracies in the shaded zones of the plot which corre-
spond to sudden change intervals.

Some existing works [9, 42] already highlighted the importance of
pollution transfer from surrounding areas, the phenomenon we refer
to as pollution transfer. For example, pg-Causality [42] uses frequent
pattern mining and Bayesian learning to identify spatio-temporal
causal pathways for air pollutants of Beijing. The results show that
the surrounding cities play important roles in propagating pollution,
as shown in Fig. 2-(a). One naïve approach to encode this knowledge
is to consider the air quality readings in the surrounding cities and
use them in the prediction task. However, our experimental results
described in Sec. 5 show that naïvelly concatenating air quality
readings from the surrounding stations is not helpful and may even
worsen the final prediction.

In environmental science, HYSPLIT [35] is widely adopted to
identify regional pollution sources [17] and propagation pathways [26].
Based on meteorological data, HYSPLIT attempts to trace back the
trajectories of many air parcels starting from a given area for each
timestamp. Fig. 2-(c) shows one such forward trajectory starting in
city A. Every dot in the shown sequence represents the GPS coor-
dinate location at hourly resolution. In this figure we can observe
that the air flow propagates the pollutants from city A to Beijing.
Fig. 2-(d) shows all trajectories aggregated over one year, colored
by their 𝑃𝑀2.5 concentration values. We can see that the main air
flow trajectories coming from the south of Beijing bring polluted air
to the city, while northern trajectories seem to contribute cleaner air.

Based on the previous observations and findings, we know that
(i) air quality readings from more surrounding cities may be helpful
to improve the accuracy of air quality prediction; and (ii) air flow
trajectories could be closely related to the pollution transfer between
cities. However, using all this data and encoding this knowledge into
a model is not straightforward for the following reasons. Firstly, the
relationship between air quality among surrounding cities is complex
and constantly changing due to the dynamic environment. Secondly,
it is unclear how to encode the 2-D air flow trajectory data and how
to use it efficiently in a predictive model.

In this paper, we propose a novel approach, called TIP-Air, to
track pollution transfer based on air quality readings and air flow
trajectory data. As shown in Fig. 2-(b), our model captures the under-
lying complex relationship encoded in air quality readings between
the current prediction target (𝑆3) and all other locations (𝑆1 − 𝑆4 in
the same city; 𝐶1 in a remote city) by extracting knowledge from
air flow trajectory data. Furthermore, the model is able to interpret
the prediction results and to provide a reasonable evidence of why
sudden changes happen, which is important for governments to
design intelligent air pollution reduction strategies. To the best of
our knowledge, this is the first deep learning model that captures
pollution transfer between different areas and predicts sudden pollu-
tion changes with reasonable accuracy. Overall, the contributions of
TIP-Air are:

• We propose a seq2seq model to learn air flow trajectory rep-
resentations to model pollution transfer between different

areas. The representation is robust and easy to apply to other
research tasks in the context of air quality research.

• For the purpose of learning spatial weights, we develop a
new attention mechanism based on the air flow trajectories
and representations of locations of air quality measurement
stations.

• We conduct experiments on real world datasets from the
greater Beijing area. The results offer evidence that the pro-
posed method outperforms existing air quality predictive mod-
els in terms of both accuracy and interpretation, especially
for the intervals of sudden pollution changes.

2 RELATED WORK
In this section, we briefly review related literature on air quality
prediction, attention mechanism in deep learning and pollution prop-
agation analysis using HYSPLIT.

Air Quality Prediction. Recent works on air quality prediction
mainly rely on deep learning models. FFA [41] was one of the
first attempts to apply a data-driven method that considers the cur-
rent meteorological data, weather forecasts and air quality data.
The proposed hybrid model learns the relationship between spa-
tial and temporal features. However, the shallow ensemble method
failed to capture the complex interactions between influential factors.
DeepAir [38] was proposed to learn air pollution patterns in a deep
manner by simultaneously considering the individual and holistic
influences. To further improve the model capacity, GeoMAN [22]
used a three stage attention applied to local features, global fea-
tures and temporal sequences for geo-sensory series prediction. This
approach shows a potential to learn the dynamic spatio-temporal
correlations and to interpret the model output. Lin et al. [23] tried
to represent the spatial correlation in a graph with automatically
selected important geographic feature types that largely affect 𝑃𝑀2.5

concentrations and uses those important geographic features to com-
pute the adjacency graph for the model. To conquer the challenge
of lacking training samples, Chen et al. [3] proposed a multi-task
based approach to learn the representations of the relevant spatial
and sequential data, as well as to build the correlation between air
quality and these representations.

Attention Mechanism. Recently, attention mechanisms have be-
come popular due to their success in general sequence-to-sequence
problems. Bahdanau et al. [1] first introduced a general attention
model that did not assume a monotonic alignment. Qin et al. [31]
proposed a dual-stage attention-based recurrent neural network (DA-
RNN) to select the relevant driving series at each time interval. They
introduced an input attention mechanism to adaptively extract rel-
evant driving series (so called input features) at each time step by
referring to the previous encoder hidden state. Following a similar
input attention mechanism, Liang et al. [22] predicted the air quality
index by putting attention weights on the input data. Apart from the
input attention mechanism, temporal attention is also used widely
to align the temporal patterns between encoder and decoder states.
Shin et al. [34] used a set of filters to extract time-invariant tem-
poral patterns and capture temporal patterns across multiple time
steps. Muralidhar et al. [28] proposed a novel hierarchical attention
mechanism for long-term time series state forecasting.
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Figure 2: Pollution transfer and the role of air flow trajectories. (a) 9 main cities around Beijing involved into air pollution transfer.
(b) Schematic view of a possible pollution transfer from a remote city 𝐶1 to a group of locations 𝑆1 − 4 in the same city 𝑆 . (c) An air
flow trajectory. (d) Aggregated air flow trajectories over a year colored by measured 𝑃𝑀2.5 values.

Figure 3: 24-hour HYSPLIT trajectories centred at Beijing, ag-
gregated over a year and colored by the concentration of 𝑃𝑀2.5.

Pollution Propagation Analysis Using HYSPLIT. For the model-
based analysis of air pollution propagation, HYSPLIT [35], devel-
oped by NOAA’s Air Resources Laboratory, is one of the most
widely used models for atmospheric trajectory and dispersion calcu-
lations. As stated in research work [17], air flow trajectory analysis
is one of the standard procedures for determining the spatial loca-
tions of possible emission sources affecting given receptors, and it is
frequently used to enhance receptor modeling results. Furthermore,
McGowan et al. [26] and Li et al. [20] identify regional pollution
sources and propagation pathways. Based on the air flow trajectory
data, Gao et al. [11] conduct research on the formation causes dur-
ing two haze pollution events in urban Beijing, China. The results
show that regional transport contributes the elevated content of an-
thropogenic elements in 𝑃𝑀2.5. Wang et al. [36] also show that air
pollution in urban cites is caused not only by local emission sources
but also to a large extent by regional atmospheric pollution transport
from surrounding areas, responsible for sudden pollution changes.

Our intuition comes from the related works on pollution propaga-
tion analysis using HYSPLIT, that the air flow trajectories provide a

Figure 4: Potential Source Contribution Function (PSCF) for
Beijing, which yields the probability that a pollution source is
located at latitude 𝑖 and longitude 𝑗 [10].

useful representation to model pollution transfer between different
areas. In contrast to the current approaches described in the above air
quality prediction section, we consider local air pollution emissions
and remote pollution propagation from surround cities simultane-
ously, and propose a novel attention mechanism to learn the weights
for all air quality and weather stations dynamically.

3 DEFINITIONS AND PRELIMINARIES
In this section, we first use the backward air flow trajectory analysis
to show (i) why air flow trajectory data helps to improve predic-
tion accuracy, and (ii) how to choose relevant data sources in the
surrounding cities and areas. This section introduces the basic defini-
tions and formulates the problem tackled by our TIP-Air framework.

Backward Air Flow Trajectory. Back trajectories are extremely
useful in air pollution and can provide important information on air
mass origins. Fig. 3 shows backward air flow trajectories aggregated
over a year, centered in Beijing and colored by measured 𝑃𝑀2.5 val-
ues. We can observe that: (i) the air quality very probably worsens
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Figure 5: The proposed TIP-Air framework makes use of the air quality trajectory data combined with spatiotemporal attention
mechanisms to accurately predict short-term air pollution development in a complex region with multiple sources.

when the main air flow comes from the south of Beijing, and (ii)
the air flow patterns and air quality evolving behavior differs signif-
icantly over a year, which motivates the need to take the datetime
features into account to learn seasonal pollution variability.

Fig. 4 plots the Potential Source Contribution Function (PSCF),
which calculates the probability that a source is located at latitude
𝑖 and longitude 𝑗 [10]. This result gives a clear indication that the
principal (high) sources are dominated by source origins in the south
of Beijing, predominantly in the south-west. The PSCF approach
has been widely used in the analysis of air mass back trajectories. In
our settings, we use this approach to first analyze the air flow data in
our target city and find all related surround cities. For example, we
select 9 cities surrounding Beijing as shown in Fig. 2-(a).

In our prediction framework, we use forward air flow trajectory
data starting from the surrounding cities of Beijing. In the following,
the term air flow trajectory data refers to the forward air flow data if
not specifically declared.

Definition 1. (Air flow trajectory) An air flow trajectory is a se-
quence of sample points from the underlying route of the moving air
flow [35].

At each timestamp 𝑖, staring from a city 𝑘, we collect air flow tra-
jectory data J𝑖

𝑘
∈ R𝜏×2 for the next 𝜏 hours, where J𝑖

𝑘
denotes the

air flow GPS coordinates. Trajectories starting from multiple sur-
rounding cities 𝑁𝑐 are aggregated into an overall air flow pattern
J𝑖 =

∑𝑁𝑐

𝑘=1
J𝑖
𝑘

for our target station at timestamp 𝑖.
Suppose we have 𝑁𝑔 air quality stations located in the target area

as well as surrounding areas or cities. X𝑖 ∈ R𝑁𝑔×𝑚 and W𝑖 ∈ R𝑁𝑔×𝑛

represent air quality readings and weather readings from all stations
at time 𝑖, respectively, where 𝑚 and 𝑛 are the number of observed
features. Given a time window of length 𝑇 , air quality features are
specified as X = (X1,X2, . . . ,X𝑇 ), and forecast weather features
are specified as W =

(
W𝑇+1,W𝑇+2, . . . ,W𝑇+𝜏

)
, where 𝜏 is the

length of the forecasting time window. Similarly, the forecast air flow
trajectory data staring from city 𝑘 in the next 𝜏 hours is denotes as

J𝑘 =

(
J𝑇+1
𝑘

, J𝑇+2
𝑘

, . . . , J𝑇+𝜏
𝑘

)
∈ R𝜏×2×𝜏 . Then, J =

(
J1, J2, . . . , J𝑁𝑐

)
represents all forecast trajectory data from 𝑁𝑐 cities for the next 𝜏
hours. Time features [39], such as day-of-week and hour-of-day etc.,
are specified as D ∈ R𝑝 , where p is the number of time features
extracted from timestamps of data points.

Problem Statement. Given historical data over the past 𝑇 hours
and the weather forecast data for the next 𝜏 hours, we predict
the air quality at the target location in the next 𝜏 hours as 𝑦 =

(𝑦𝑇+1, 𝑦𝑇+2, . . . 𝑦𝑇+𝜏 ) ∈ R𝜏 . The purpose of the model is thus to
predict:

𝑦 = F (𝑿 ,𝑾 ,𝑫, 𝑱 ) (1)

where F is the prediction function to be learned.

4 PROPOSED METHOD
This section presents our novel TIP-Air air pollution modeling ap-
proach which incorporates air flow trajectory data coupled with the
spatiotemporal attention mechanisms.

4.1 Overall Framework
Fig. 5 shows the overall framework of our proposed TIP-Air ap-
proach. We use representation learning to embed air flow trajectory
data and GPS coordinates of the measurement stations into vectors
as will be described in the Representation Learning subsection.
Then, we propose a new spatial attention mechanism to learn the
weights for the readings of each air quality station. The trajectory
and station location vectors are used as input to the spatial attention
module to learn the attention weights for sensor readings from each
station. For example, if the air flow trajectory arrives from the south
of the target in the next hours, the model should pay more attention
(weight) to the station nodes along the path, and vice versa. See
details in the Spatial Attention section.

By multiplying the spatial attention weights with the raw air
quality data and weather data, we get new weighted air quality and
weather data. They will be used as the new input data for our seq2seq
based prediction network. In the encoder, each block denotes the
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Figure 6: Representation learning for air flow trajectories using
a sequence encoder-decoder model.

air quality readings from all stations at a given timestamp, which in
general includes all the historical air quality data from all stations
(𝑁𝑔) during the historical time period 𝑇 . Then, for each block of the
decoder, the input contains three parts: (1) The context vector, which
is a weighted combination of all the hidden states of the encoder. To
solve the difficulty of capturing long-term dependency, we apply a
temporal attention mechanism to learn the weights, see details in
the Temporal Attention section. (2) The weather vector and the air
flow trajectory vector. The weather information, which represents
the local pollution evolving patterns at the target as well as at remote
locations, is useful for accurate air quality predictions. This data
is included as input to each decoder block. The air flow trajectory
vector, which denotes the global pollution transfer pattern, is also
included to capture the pollution transfer. (3) The prediction value of
the previous time step. We are using a seq2seq framework to predict
the next 𝜏 hours, and therefore the prediction values of previous step
are beneficial for the current prediction.

4.2 Representation Learning
4.2.1 Trajectory Representation Learning. Learning represen-
tations for specific tasks has been a longstanding open problem in ma-
chine learning. Recently, inspired by the success of word2vec [27],
the idea of learning general representations has been extended to
paragraphs [18], networks [30], trajectories [21], etc. To capture the
sequential order information emerging in sequence processing tasks,
encoder-decoder based Recurrent Neural Network models (RNNs)
have been developed, such as sequence to sequence learning [6], and
skip-through vectors [16]. For our first task of learning trajectory
representations, we use a sequence encoder-decoder model to encode
each trajectory starting from city 𝑘 at time 𝑖, namely J𝑖

𝑘
∈ R𝜏×2, into

one vector V𝑖
𝑘
∈ R𝑞×1, where 𝑞 is the dimension of the vector.

The whole module consists of a fully connected neural network
and an encoder-decoder [6] RNN, as shown in Fig. 6. A fully con-
nected network is applied to each single trajectory point to embed
the point into a space with the same dimension as the desired tra-
jectory representation. The embedded vectors are then input to the
RNN encoder in a chronological order. We choose GRU to be the
recurrent unit as in [7] as this architecture is empirically shown to be
more efficient and requires less parameters than LSTM. The logic of
adopting an RNN decoder here is similar to the way people come
up with natural features of trajectories. If the decoder can restore

the trajectory from the encoded feature representation, then we can
assume that there is little information lost in the encoding, and the
representation is thus suitable to facilitate 𝑃𝑀2.5 prediction.

The loss function is the square loss between the input and the re-
stored trajectories. Formally, we denote two sequences 𝑥 = ⟨𝑥𝑡 ⟩ |𝑥 |𝑡=1

and 𝑦 = ⟨𝑦𝑡 ⟩ |𝑦 |𝑡=1 as the encoder (J𝑖
𝑘

) and decoder (Ĵ𝑖𝑘 ) trajectory data,
respectively. Each 𝑥𝑡 and 𝑦𝑡 denotes the trajectory point representa-
tion, and |𝑥 | and |𝑦 | represent the length of the trajectories. In our
task, we model

P
(
𝑦1, . . . , 𝑦 |𝑦 | |𝑥1, . . . , 𝑥 |𝑥 |

)
= P (𝑦1 |𝑥)

|𝑦 |∏
𝑡=2

P (𝑦𝑡 |𝑦1:𝑡−1, 𝑥) . (2)

The encoder reads in and encodes the sequence 𝑥 into a fixed-
dimensional vector 𝑣 . Since 𝑣 encodes sequential information in
𝑥 , we have

P (𝑦𝑡 |𝑦1:𝑡−1, 𝑥) = P (𝑦𝑡 |𝑦1:𝑡−1, 𝑣) . (3)
The decoder computes the probability P (𝑦𝑡 |𝑦1:𝑡−1, 𝑣) at every posi-
tion 𝑡 by squashing 𝑦1:𝑡−1 and 𝑣 into a hidden state. Then the loss
is calculated by L = 𝑀𝑆𝐸 (𝑦, 𝑥). Since the context vector 𝑣 acts as
the initial hidden state of the decoder, it can be used as a represen-
tation vector of the trajectory path, which is denoted as V𝑖

𝑘
. Then,

V𝑖
𝐽
=
∑𝑁𝑐

𝑘=1
V𝑖
𝑘

represents all the trajectory representations at time 𝑖.

4.2.2 Node Representation Learning. A straightforward ap-
proach to represent a station location is by using the centroid co-
ordinates of the station (GPS coordinates) directly. The centroid
coordinates of the stations naturally encode the spatial proximity
for the stations but restrict the representations to a two-dimensional
space. This makes it difficult for the loss function to further opti-
mize the representations in their parameter space. Another widely
used technique in representation learning is the one-hot encoding,
especially in the NLP domain [21]. One-hot representation could
represent more meaningful underlying relationship between different
words by learning a high dimensional vector for each word. How-
ever, the one-hot representation loses the spatial distance relation of
the stations as all stations are then treated independently.

We borrow the idea of high dimension representations for each
station location from one-hot encoding and map the 𝑖-th station
location information (L𝑖 ) to a high dimension representation (V𝑖

𝐿
)

via a fully connected network:

V𝑖
𝐿 = 𝐹𝐶𝑁 (L𝑖 ). (4)

This FCN is connected to the whole TIP-Air framework and param-
eters are learned by back propagation. The learned high dimension
representations are supposed to be easier to discover and represent
spatial relations between stations.

4.3 Spatial Attention
In the previous section, we encoded the air flow trajectory and station
location data into vectors via representation learning. Following the
previous example in the Introduction section, the air flow trajec-
tory data imply the air pollution propagation patterns in the future.
In other words, it can be used as an indicator of sudden changes.
Therefore, instead of using all air quality measurements to make a
prediction, we design a spatial attention module to learn the weights
for each sensor reading.
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Figure 7: Spatial attention mechanism based on the sequence-
to-sequence architecture with a dense layer (FCN) with air flow
trajectory data and station coordinate information as input.

Given all the trajectory data J =
(
J1, J2, . . . , J𝑁𝑐

)
from 𝑁𝑐 cities

in the next 𝜏 hours, we encode the trajectory data into vectors accord-
ing to the method described in Trajectory Representation Learn-
ing, which is referred as V𝐽 =

(
V𝑇+1
𝐽

,V𝑇+2
𝐽

, . . . ,V𝑇+𝜏
𝐽

)
∈ R |V

𝑇+𝑖
𝐽 |×𝜏 ,

where |V𝑇+𝑖
𝐽

| denotes the length of the encoded trajectory vector. Let

L =

(
L1,L2, . . . ,L𝑁𝑔

)
represent the GPS coordinates of the station.

Then, the corresponding high dimension representation is denoted
as V𝐿 =

(
V1
𝐿
,V2

𝐿
, . . . ,V𝑁𝑔

𝐿

)
, where |V𝑖

𝐿
| denotes the length of the

encoded station location vector.
To incorporate the knowledge of air flow patterns over the next 𝜏

hours, a sequence to sequence architecture with a dense layer [14]
is proposed to learn the embedded hidden vector for V𝐽 , as shown
in Fig. 7. V𝑇+𝑖

𝐽
is the 𝑖-th input to the block of the LSTM architec-

ture. The output of the last block denotes a vector with the hidden
information from the previous blocks defined as:

P
(
V

′
𝐽 |V

𝑇+1
𝐽 ,V𝑇+2

𝐽 , . . . ,V𝑇+𝜏
𝐽

)
(5)

After having obtained the embedded trajectory vector V
′
𝐽

in each
prediction iteration, it is combined with the station location vector
V𝑘
𝐿

. The spatial attention 𝛼𝑘 is then applied as follows:

𝑒𝑘 = V𝑒 tanh
(
𝑊𝑒V

′
𝐽 +𝑈𝑒V𝑘

𝐿 + 𝐵𝑒

)
(6)

𝛼𝑘 =

exp
(
𝑒𝑘
)

∑𝑁𝑔

𝑖
exp

(
𝑒𝑖
) , (7)

where𝑊𝑒 , 𝑉𝑒 , 𝑈𝑒 and 𝐵𝑒 are parameters to be learned. The spatial
attention weights 𝐸 =

(
𝑒1, 𝑒2, . . . , 𝑒𝑁𝑔

)
are treated with a softmax

function to ensure their sum equals to 1. The output vector of the spa-
tial attention layer is represented as

(
𝛼1X1, 𝛼

2X2, . . . , 𝛼
𝑁𝑔X𝑁𝑔

)
∈

R𝑁𝑔×𝑇 , where X𝑖 is the 𝑖-th station readings during the time period
𝑇 . The aforementioned output vector is processed by a LSTM layer
to get the encoder output 𝑍𝑡 =

(
𝑧1𝑡 , 𝑧

2
𝑡 , . . . , 𝑧

𝑠
𝑡

)𝑇 ∈ R𝑠×𝑇 , where 𝑠 is
the dimension of the hidden state. The encoder output serves as the
input to the temporal attention layer.

Figure 8: Granger causality test [12] confusion matrices be-
tween air quality measurements in Beijing and the wind speed
data in both Beijing and surrounding cities.

4.4 Temporal Attention
Since the performance of the proposed encoder-decoder architecture
will degrade rapidly as the encoder length increases [6], we apply
a temporal attention mechanism to adaptively select the relevant
hidden states of the encoder and to produce the context vector, which
is then used as part of the input to the decoder. Specifically, the
attention weight of each hidden state of the encoder at time 𝑡 is
calculated based on the previous decoder hidden state d𝑡−1 ∈ R𝑝
and the cell state of the LSTM unit s′

𝑡−1 ∈ R𝑝 with

𝑙𝑖𝑡 = v⊤
𝑑
tanh

(
W𝑑

[
d𝑡−1; s′𝑡−1

]
+U𝑑h𝑖

)
, 1 ≤ 𝑖 ≤ 𝜏 (8)

and

𝛽𝑖𝑡 =
exp

(
𝑙𝑖𝑡
)∑𝑇

𝑗=1 exp
(
𝑙
𝑗
𝑡

) , (9)

where
[
d𝑡−1; s′𝑡−1

]
∈ R2𝑝 is a concatenation of the previous hidden

state and cell state of the LSTM unit. ℎ𝑖 denotes the 𝑖-th encoder
hidden state, and 𝑣𝑑 ,𝑊𝑑 , 𝑈𝑑 are parameters to be learned. Then, the
attention mechanism computes the context vector 𝑐𝑡 as a weighted
sum of all the encoder hidden states {h1, h2, · · · , h𝑇 } as

c𝑡 =
𝑇∑
𝑖=1

𝛽𝑖𝑡h𝑖 . (10)

4.5 Weather Fusion Module
The Granger causality test [12] is used to determine if one time
series is useful to forecast another variable by investigating causality
between two variables in a time series. Fig. 8 plots the Granger
causality test confusion matrices between the air quality readings
and the corresponding wind speeds for every air quality station. The
result shows that (i) the local wind speed for every air quality station
is closely related to the future air quality; and (ii) the wind speed at
remote locations helps to predict the air quality in Beijing.

Instead of using the local weather data, we propose to include all
weather data including the data from remote locations based on the
following intuition. We argue that the air quality at remote locations
affects the air quality evolving patterns at the target location, i.e., the
pollution may propagate from remote cities to the target city. Under
this setting, weather conditions at remote locations provide important
information about the future air quality changes. For example, strong
wind at remote locations locally decrease the local pollution levels
and thus less pollution propagates to the target location. Based on this



TIP-Air: Tracking Pollution Transfer for Accurate
Air Quality Prediction UbiComp-ISWC ’21 Adjunct, September 21–26, 2021, Virtual, USA

intuition, we use a combination of the weighted data W̃, especially
the wind speed data, to represent the overall influence of weather
conditions on the air quality evolution in the future as shown in
Fig. 5.

4.6 Encoder Decoder and Model Training
In the encoder, after getting the spatial attention weights for each
station 𝛼𝑘

(
1 ≤ 𝑘 ≤ 𝑁𝑔

)
, we multiply the attention values with raw

station readings to get the newly weighted air quality data X̃. We
feed them as the new input to the encoder and update the hidden
state at time 𝑡 by using h𝑡 = 𝑓𝑒

(
h𝑡−1, X̃𝑡

)
, where 𝑓𝑒 denotes an

LSTM unit.
In the decoder, once we get the weighted sum context vector

c𝑡 ′ at a future time 𝑡 ′, we combine it with external factors, such
as weighted weather vector W̃𝑡 ′ and air flow trajectory vector V𝑡 ′

𝐽
,

and the last output of decoder 𝑦𝑡 ′−1 in order to update the decoder
hidden state with d𝑡 ′ = 𝑓𝑑

(
d𝑡 ′−1,

[
𝑦𝑖
𝑡 ′−1; W̃

𝑡 ′ ;V𝑡 ′
𝐽
; c𝑡 ′

] )
, where 𝑓𝑑

is an LSTM unit used in the decoder. Then, we concatenate the
context vector c𝑡 with the hidden state 𝑑𝑡 ′ , which becomes the new
hidden state from which we make final predictions as follows:

𝑦𝑡 ′ = v⊤𝑦 (W𝑚 [c𝑡 ′ ; d𝑡 ′] + b𝑚) + 𝑏𝑦, (11)

where v⊤𝑦 , W𝑚 , b𝑚 and 𝑏𝑦 are parameters to be learned. The mean
squared error (MSE) loss is minimized by the Adam optimizer [15].

5 EXPERIMENTS
In this section, we first introduce the datasets used, list relevant
baselines we compare to, and provide implementation details. Then,
we show that the proposed approach outperforms the state-of-art
by a fair margin. We then empirically verify the influence of main
architectural decisions on the prediction quality through ablation
studies. Finally, a case study is given to show the effectiveness of
the sudden change prediction and the interpretability of the results.

5.1 Experimental setup
Datasets. We collect air quality data1, including PM2.5, PM10, O3,
NO2, CO and SO2, from 35 stations in Beijing and 55 stations in
the surrounding cities between Jan 1, 2016 and Jan 31, 2018. The
system collects meteorological data2 from related cities/districts
every hour. Beijing has district-level granularity for the data, while
surrounding cities have a city-level report. Each record consists of
weather (sunny, cloudy, overcast, foggy, snow, small rain, moderate
rain, and heavy rain), humidity, temperature, pressure, wind speed,
and wind direction. To represent the air flow propagation between
cities, we include the air flow trajectory data produced by National
Oceanic and Atmospheric Administration (NOAA). In our study, we
crawl HYSPLIT’s forward trajectories3 starting from surrounding
9 cities of Beijing. Each trajectory represents the predicted air flow
propagation path over 24 hours.

Baselines. We compare TIP-Air to the following baselines:

1https://quotsoft.net/air/
2https://rda.ucar.edu/datasets/ds084.1/
3https://ready.arl.noaa.gov/HYSPLIT_traj.php

Table 1: Performance comparisons of different models.

1-6h 7-12h 13-18h 19-24h
14.87 26.00 32.21 35.45Naïve
14.17 25.88 32.67 37.04LSTM
14.13 23.99 30.14 33.61Seq2Seq
14.03 19.42 22.95 24.23GeoMAN
13.44 18.05 20.95 21.91MGED-Net
12.15 15.34 16.25 17.21TIP-Air

• Naïve approach: Uses the current hour as the predicted
value for all future hours.

• LSTM: Uses historical 24 hour readings to predict the future.
• Seq2Seq: The architecture features stacked LSTMs in both

encoder and decoder and uses historical data over the past 24
hours for future predictions.

• GeoMAN [22]: A feature fusion encoder-decoder architec-
ture with multi-level attention to learn feature importance.

• MGED-Net [39]: A deep model to fuse heterogeneous fine-
grained weather data for air quality prediction.

Evaluation Metrics and Model Details. We use MAE to evaluate
our algorithms on predicting the values of all 35 stations in Beijing
for the next 24 hours. The sequence length for both encoder and
decoder is set to 24. Grid search is used to decide on the optimal
hyperparameter combination. We set the learning rate to 0.001, batch
size to 64, and apply early stopping for model training. We use
Adam to update parameters and Mean Squared Error (MSE) as loss
function. All experiments are performed on a machine with two
NVIDIA GTX 2080 Ti GPUs.

5.2 Experiment Results
Overall Performance Comparison. Table 1 presents achieved pre-
diction performance of all methods introduced above. Among all
models, the proposed TIP-Air approach yields the best performance
for 1 to 24 hours predictions. We can also observe that GeoMAN
achieves a significantly better performance for longer time horizons
than LSTM and Seq2Seq methods. The major drawback of Geo-
MAN is that feature interactions are not well modeled by its feature
fusion architecture. MGED-Net solves this problem by including a
group interactions module to fuse the data from multi-domains and
further improve the prediction accuracy. However, both GeoMAN
and MGED-Net fail to capture pollution transfer from remote lo-
cations. Therefore, TIP-Air outperforms all baselines and achieves
between 9.6% and 22.4 % improvement in MAE.

Evaluation on Feature Representations. For the trajectory repre-
sentation learning, the encoder and decoder length are both 24 and
the dimension of the context vector V𝑖

𝑘
is 10 × 1. The dimension of

node representation V𝑖
𝐿

is 256 × 1. Fig. 9 shows the effectiveness of
the proposed trajectory representation learning method. The embed-
ding representation vector V𝑖

𝑘
could successfully recover air flow

trajectories of various shape, which means the vector captures the
fundamental features well, removes potential noise and can be used
to represent the air flow data.
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Figure 9: The original air flow trajectory (in blue) and the corresponding decoder output from the embedding representations (in
red). Figures (a)-(d) show several examples of different complexity.

Table 2: Evaluation of feature representation. rawTraj denotes
raw trajectory data; rawGPS denotes raw GPS coordinates.

1-6h 7-12h 13-18h 19-24h
13.21 16.45 18.34 19.22TIP-Air-rawTraj
12.85 16.12 17.23 18.11TIP-Air-rawGPS
12.15 15.34 16.25 17.21TIP-Air

We compare two different options to represent air flow trajectory
data and station GPS coordinates: (i) raw values of the data, or (ii)
embedded into a vector space via representation learning. They are
applied to both encoder and decoder. As shown in Table 2, using
air flow trajectory data leads to a significant improvement of the
prediction quality, even if raw trajectory data is used directly. The
result of using raw air flow trajectory data is already better than what
can be achieved by the state-of-art methods. The same phenomenon
applies to the GPS data. In this case, the prediction performance is
not as good as for our full TIP-Air model, since two-dimensional
GPS coordinates are not powerful enough to encode the station
location information. This hinders the positive effect of the spatial
attention.

Evaluation of Spatial Attention. To evaluate the effect of the pro-
posed spatial attention mechanism on both air quality data and
weather data, we test all combinations and list the result in Ta-
ble 3. We observe that: (i) The combination of the spatial attention
mechanism for both air quality data and weather data shows great
improvement against each individual contribution, which shows the
importance of using a joint spatial attention mechanism on both air
quality data and weather data. (ii) The fact that TIP-Air outperforms
GeoMAN and MGED-Net, which both include the air quality data in
remote cities and air flow trajectory data, verifies the advantages of
our spatial attention against the modules used in the previous meth-
ods. Here, they intend to learn the similarity between measurements
from different stations from historical data and assign higher weights
when station readings are more similar to the target one. In such
settings, including extra air quality readings in surrounding cities has
a negative influence on the results, as shown in Table 3. However,
as we illustrated in the initial example, the air flow trajectory data
in the future indicate the pollution propagation patterns, especially
pollution transfer between cities. Therefore, our proposed spatial
attention mechanism, which is derived from air flow trajectory data
and station location data, is more appropriate to capture pollution

Table 3: Evaluation of spatial attention. A denotes addition of
air quality readings from other cities; J denotes trajectory data;
na means no spatial attention on air quality data; nw means no
spatial attention on weather data; ns means no spatial attention.

1-6h 7-12h 13-18h 19-24h
14.09 19.58 24.36 26.16GeoMAN+A
13.89 19.01 21.03 22.62GeoMAN+A + J
13.64 18.91 22.56 23.85MGED-Net+A
13.01 17.78 19.88 20.15MGED-Net+A + J
13.22 18.78 20.65 21.01TIP-Air-na
12.88 15.92 16.99 18.20TIP-Air-nw
13.76 18.92 20.78 21.45TIP-Air-ns
12.15 15.34 16.25 17.21TIP-Air

propagation patterns and assign higher weights to the measurements
from relevant station.

Evaluation of External Weather Factors. Current works take only
local weather into account to predict air quality, i.e., the weather
close to the target location. However, both air quality and local
weather at remote locations matter in the context of pollution trans-
fer. From the results shown in Table 4, we make the following
observations: (1) Without using weather data, the prediction perfor-
mance is worse compared to other baselines. (2) Including only the
local weather data at the target location is not enough to capture the
air quality development, especially when the air pollution transfers
from remote cites. Similarly, the weather data in remote cites alone
can not reflect the pollution dispersion in the target environment.
(3) TIP-Air with the inclusion of weather data at local and remote
locations works best and shows that the proposed weather attention
and fusion mechanism is necessary to capture the aforementioned
relationships.

Case Study. We use a case study to evaluate the interpretation ability
of TIP-Air. Fig. 10-(a) shows the air quality readings of Beijing and
City 1 (C1), which is located in the south of Beijing and thought as
one of the major causes of pollution for Beijing. At two prediction
timestamps 𝑇𝑎 and 𝑇𝑏 , we make predictions for the next 19-24 hours
indicated as shaded zones in the plot. Current approaches include
solely historical data of Beijing and predict the air quality to be at
a normal level in the future. However, the spatial attention weights
in TIP-Air show that the pollution propagate from City 1 (C1) to
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Figure 10: A case study to evaluate the TIP-Air interpretation ability: (a) Air quality readings. (b) Wind speed readings. (c) Spatial
attention weights for prediction time 𝑇𝑎 and 𝑇𝑏 . (d) Prediction for the mean value of next 19-24 hours.

Table 4: Evaluation of the impact of weather factors. nl denotes
no local weather data; ng means no global weather data; ne
denotes no weather data.

1-6h 7-12h 13-18h 19-24h
12.18 15.88 16.99 18.02TIP-Air-nl
12.89 16.03 17.23 18.82TIP-Air-ng
13.01 16.72 18.01 19.34TIP-Air-ne
12.15 15.34 16.25 17.21TIP-Air

Beijing in both time periods, as shown in Fig. 10-(c). The air quality
data in C1 should also be included to make accurate predictions.

The prediction behaviors at timestamps 𝑇𝑎 and 𝑇𝑏 also differ a
lot in terms of how the air quality in remote cities changes in the
future. As shown in Fig. 10-(c), at both timestamps, our spatial
attention results indicate that more attention should be focused on
the south of Beijing, e.g., C1. At timestamp 𝑇𝑎 , pollution propagates
from C1 to Beijing but the weather situation in C1, e.g., the low
wind speed as shown in Fig. 10-(b), is appropriate for pollution
accumulation. While for prediction at 𝑇𝑏 , the wind speed in C1 is
quite strong in the future, which facilitates pollution dispersion and
the air quality in C1 will probably decrease to low levels. In this
scenario, even if air flow propagates pollution from C1 to Beijing,
the effect is largely weakened and the air quality in Beijing will
stay at a normal level instead of a hazardous. Compared with the
state-of-art prediction results in Fig. 1, our proposed method can
capture the underlying pollution transfer between cities while taking
local dynamics into account and results in more accurate predictions,
especially for sudden changes (shaded zones in the plot), as shown
in Fig. 10-(d).

5.3 Discussion
The use of the TIP-Air framework in other areas. We use Beijing
as an example to illustrate and evaluate the proposed framework,
however, TIP-Air is generalizable and can be easily adapted to
predict air quality, especially sudden changes, in other areas. First,
given a set of measurement stations in the area and a target, we
can detect influential pollution sources by analyzing the backward
air flow trajectories as shown in Sec. 3, then following the method
proposed in Sec. 4, the prediction model could consider air quality

and weather information in both target and surrounding locations to
provide more accurate and interpretable predictions.

The use of the TIP-Air framework in other air quality contexts.
The effectiveness of the proposed framework shows that pollution
transfer is an important phenomenon in the air quality research do-
main, necessary to be considered for accurate prediction of complex
pollution patterns. This motivates further research in the following
air quality research contexts:

Air quality spatial interpolation. Current approaches [5, 40] apply
data-driven and deep learning methods to learn the relationship
between sparsely deployed stations and infer the air quality values
for unknown locations. Accompanied by the proven effective air flow
trajectory data, new spatial interpolation method can be proposed
to derive the pollution patterns and generate more accurate fine-
grained air quality maps in large-scale area (e.g., 16,410.5 𝑘𝑚2

of Beijing) with a small number of stations (e.g., 35 in Beijing).
Furthermore, those learned patterns could be more robust to air
quality map transfer and downscaled sensor deployment tasks [4].

Air quality missing data imputation. Current approaches [24]
for missing air quality imputation fill missing values with values
computed from local air quality data, local weather or land use data.
New models which include air flow data and attention mechanisms
can be designed to achieve better accuracy with interpretability.

The robust trajectory representation learning and attention-based
prediction could be easily adapted to the above mentioned research
problems.

6 CONCLUSIONS AND FUTURE WORK
In this work, we propose TIP-Air, an attention based seq2seq model
to predict air quality, especially for sudden changes, by tracking air
pollution transfer. We embed the 2D air flow trajectory data and
station location information into vectors via representation learning
and proposed a novel spatial attention mechanism. This approach
encodes pollution transfer patterns during the future hours and maps
them to the weighed air quality and weather data used for the final
seq2seq prediction. A weather fusion module is combined to include
the weather conditions at related locations in order to predict sudden
changes. Experimental results on the datasets from Beijing area
reveal improved prediction accuracy compared to the state-of-the-art
and show a potential to interpret the results visually and analytically.
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